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GENERATIVE MODELS
CONTEXT

In the past few years, generative models have made significant progress in various domains of application.

Text Generation
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In the past few years, generative models have made significant progress in various domains of application.

Text Generation Image/Video Generation Sound Generation Molecular Generation

eg: Code Completion eg: Media Industry eg: Speech Synthesis eg: Drug Discovery
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THE VARIOUS PERFORMANCES OF GENERATIVE MODELS
MOTIVATION

As the generation becomes better, the evaluation becomes more challenging.

?

Midjourney v5 (2023)DALL·E 2 (2023)

Prompt: A dog playing with a child.
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WHERE CAN WE CHANGE THE TRADE-OFF?
THREE LEVERS AROUND THE SAME GENERATIVE MODEL

Data
Selection and
preprocessing

Training
Objective and
optimisation

Inference
Sampling and refinement

Architecture and capacity shape the problem.

In A2, the generator architecture stays fixed; these three levers remain open.
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THE VARIOUS PERFORMANCES OF GENERATIVE MODELS
TRADITIONAL METRICS

Two metrics are often used to evaluate generative models:

▶ Inception Score (IS) [23]

▶ Fréchet Inception Distance (FID) [15]

Question : Can they separately evaluate quality and diversity of generative models?
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TRADITIONAL METRICS
INCEPTION SCORE

Assume that we have a pre-trained classifier Inception-v3:

Definition 1.1 (Inception Score)
Let denote P(Y|x) be the conditional class distribution of an image x given by the Inception-v3 model and P(Y) the class
distribution in dataset sampled from P. The Inception Score is defined as:

IS(P̂) = exp
(
Ex∼P̂ [DKL(P(Y|x)∥P(Y))]

)

where DKL is the Kullback-Leibler divergence.

With H being the entropy function, IS can be reformulated as:

log
(

IS(P̂)
)
= H

(
Ex∼P̂ [P(Y|x)]

)
− Ex∼P̂ [H (P(Y|x))] .
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TRADITIONAL METRICS
INCEPTION SCORE

log
(

IS(P̂)
)
= H

(
Ex∼P̂ [P(Y|x)]

)
− Ex∼P̂ [H (P(Y|x))] .

Inception Score is maximized :
▶ if for every x ∼ P̂, HY (P(Y|x)) is minimized. This suggests that the classification model is highly confident in

predicting a singular label per image, which implies that the images are clearly recognizable and of high quality.
▶ if the entropy of Ex∼P̂ [P(Y|x)] is maximized. The label predictions must be uniformly distributed over all possible

labels. This indicates that the generative model generates heterogeneous labels, thereby ensuring diversity.

Figure. Source: medium.com
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TRADITIONAL METRICS
IS FALLS SHORT

A confident classifier is not an evaluation of the data distribution
One good image per class can score well, even with almost no diversity within each class.

▶ Confidence is not realism: distorted images can fool the classifier.
▶ The labels matter: ImageNet classes may not describe your dataset.
▶ No comparison with real samples: even the real distribution need not maximise IS.

[11, 6, 3, 22]
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TRADITIONAL METRICS
FRÉCHET INCEPTION DISTANCE

The Fréchet Inception Distance (FID) compares the statistics of generated samples to real samples based on the features
extracted using the output of the last pooling layer of Inception-v3, which is in dimension 2048, we denote it
ϕ : Rd → Rm. We take two sets of samples

{
xreal

1 , . . . , xreal
N

}
drawn from both P and

{
xfake

1 , . . . , xfake
N

}
drawn from P̂. We

consider the empirical mean and covariance of the latent representation of the samples:

µ =
1
N

N∑

i=1

ϕ(xreal
i ) and Σ =

1
N − 1

N∑

i=1

(
ϕ(xreal

i )− µ
)(

ϕ(xreal
i )− µ

)⊤
,

µ̂ =
1
N

N∑

i=1

ϕ(xfake
i ) and Σ̂ =

1
N − 1

N∑

i=1

(
ϕ(xfake

i )− µ̂
)(

ϕ(xfake
i )− µ̂

)⊤

Definition 1.2 (Fréchet Inception Distance)
The Fréchet Inception Distance is defined as the Wasserstein-2 distance between two multivariate Gaussians N (µ,Σ) and
N (µ̂, Σ̂):

FID = ∥µ− µ̂∥2 + Tr
(
Σ+ Σ̂− 2(ΣΣ̂)1/2

)
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TRADITIONAL METRICS
FID FALLS SHORT

One number mixes quality and diversity
A lower FID does not tell you what improved, or what was lost.

▶ Only two moments: mean and covariance miss finer distributional differences.
▶ A Gaussian approximation: feature distributions can be multimodal.
▶ Feature-dependent: Inception features may miss details that matter to us.

[15, 6, 10]
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TRADITIONAL METRICS
FID FALLS SHORT

For example, Kynkäänniemi et al. [18] highlights the limitations of FID with samples drawn from StyleGAN:

(a) Set A - FID= 91.7 (b) Set B - FID= 16.9 (c) Set C - FID= 4.5 (d) Set D - FID= 16.7
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OUTLINE

In this presentation, we discuss on evaluating, optimizing and improving quality and diversity of generative models:

1. Evaluating: How can we assess quality and diversity independently in Generative Models?

2. Tuning: Can we optimize a specific trade-off between quality and diversity?

3. Improving: How can we improve the quality and diversity of a pre-trained generative models?
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CONTEXT AND MOTIVATION
CONTEXT

Evaluating:
How can we assess quality and

diversity independtly
in Generative Models?
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GENERATIVE MODELS
FRAMEWORK

p(
x

)
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x

Target
Distribution

P

▶ Assumption: There is an unknown target distribution P in X ⊂ Rd.
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▶ Goal: Learn a parameterized distribution P̂ that approximate P:
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▶ Assumption: There is an unknown target distribution P in X ⊂ Rd.
▶ Goal: Learn a parameterized distribution P̂ that approximate P:

1. Consider a distribution Q in a latent space X ⊂ Rm, usually N (0, Im).
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▶ Assumption: There is an unknown target distribution P in X ⊂ Rd.
▶ Goal: Learn a parameterized distribution P̂G that approximate P:

1. Consider a distribution Q in a latent space X ⊂ Rm, usually N (0, Im).
2. Take a generator model G represented by a neural network. Take P̂G = G#Q.
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▶ Assumption: There is an unknown target distribution P in X ⊂ Rd.
▶ Goal: Learn a parameterized distribution P̂G that approximate P:

1. Consider a distribution Q in a latent space X ⊂ Rm, usually N (0, Im).
2. Take a generator model G represented by a neural network. Take P̂G = G#Q.
3. Compute Gopt that minimize a dissimilarity measure D between P and P̂G:

Gopt = argmin
G

D(P, P̂G)
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GENERATIVE MODELS
IN PRACTICE
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PRECISION AND RECALL FOR GENERATIVE MODELS
METRICS TO EVALUATE QUALITY AND DIVERSITY

To assess models, we use the notion of Precision and Recall, inspired from Information Retrieval:

Quality Diversity
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PRECISION AND RECALL FOR GENERATIVE MODELS
METRICS TO EVALUATE QUALITY AND DIVERSITY

To assess models, we use the notion of Precision and Recall, inspired from Information Retrieval:

Quality Diversity

↓ ↓
Precision Recall

= =
What proportion of generated samples are realistic? What proportion of real samples can be generated?
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PRECISION AND RECALL FOR GENERATIVE MODELS
FOR FINITE SUPPORT
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PRECISION AND RECALL FOR GENERATIVE MODELS
FOR FINITE SUPPORT

Definition 1.3 (Support-Based Precision and Recall - [18].)

For any distributions P ∈ P(X ) and P̂ ∈ P(X ), we say that the distribution P has precision ᾱ at recall β̄ with respect to P̂ if

ᾱ := P̂(Supp(P)) and β̄ := P(Supp(P̂)).
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PRECISION AND RECALL FOR GENERATIVE MODELS
FOR FINITE SUPPORT

Precision for finite support is the proportion of generated data that lies on the support of the real data:

ᾱ = P̂(Supp(P)).
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PRECISION AND RECALL FOR GENERATIVE MODELS
FOR FINITE SUPPORT

Recall for finite support is the proportion of the support of the real data that is covered by the generated data:

β̄ = P(Supp(P̂)).
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PRECISION AND RECALL FOR GENERATIVE MODELS
ESTIMATING THE PRECISION AND RECALL

?
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PRECISION AND RECALL FOR GENERATIVE MODELS
FOR LLMS
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PRECISION AND RECALL FOR GENERATIVE MODELS
IN PRACTICE

MNIST Dataset [29]
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PRECISION AND RECALL FOR GENERATIVE MODELS
IN PRACTICE

MNIST Dataset [29] High Precision Low Recall

Precision: 0.80 Recall: 0.70

Low Precision High Recall

Precision: 0.54 Recall: 0.91
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PRECISION AND RECALL FOR GENERATIVE MODELS
FOR LLMS

On open-ended generation, the quality and
diversity of LLMs can also be evaluated using

Precision and Recall: Bronnec et al. [8]
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PRECISION AND RECALL FOR GENERATIVE MODELS
FOR LLMS

We can also evaluate the quality and diversity of LLMs on Chatbot open-ended generation. We can for instance check
the impact of In-Context examples on the quality and diversity of the generated text. For instance on Wikipedia
Biographies generation:
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PRECISION AND RECALL FOR GENERATIVE MODELS
FOR INFINITE SUPPORT
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PRECISION AND RECALL FOR GENERATIVE MODELS
FOR INFINITE SUPPORT
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Both distributions have perfect Precision and Recall.
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PR-CURVE FOR GENERATIVE MODELS
DEFINITION

Definition 1.4 (PR-Curve for Generative Models - Sajjadi et al. [22], Simon et al. [24])

Let P, P̂ ∈ P(X ) be two distributions such that P, P̂ ≪ µ. The PR-Curve is the set PRD(P, P̂) defined as:

PRD(P, P̂) = {(αλ, βλ) |λ ∈ [0,∞]}

with:

αλ =

∫

X
min (λp(x), p̂(x))dµ(x) and βλ =

∫

X
min (p(x), p̂(x)/λ)dµ(x).
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PR-CURVE FOR GENERATIVE MODELS
DEFINITION

For the Precision, λp is compared to p̂ for different threshold λ ∈ [0,+∞]:

αλ =
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min (λp(x), p̂(x))dµ(x) (1)
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PR-CURVE FOR GENERATIVE MODELS
DEFINITION

For the Recall, p is compared to p̂/λ for different threshold λ ∈ [0,+∞]:

βλ =

∫

X
min (p(x), p̂(x)/λ)dµ(x) (2)

p(
x

)

x

Target P

Model P̂

10−4 10−2 100 102 104
0.0

0.5

1.0

λ

αλ
βλ

PR FOR GENERATIVE MODELS 28 / 94



PR-CURVE FOR GENERATIVE MODELS
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For the Recall, p is compared to p̂/λ for different threshold λ ∈ [0,+∞]:
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PR-CURVE FOR GENERATIVE MODELS
EXAMPLES
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Figure. Learning distribution with low recall and high precision.
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PR-CURVE AND SUPPORT-BASED PRECISION AND RECALL
RELATION

The PR-Curve is a generalization of the Precision and Recall for finite support:

Theorem 1.5 (Support-based and PR-Curves - Siry et al. [25])

Let P, P̂ ∈ P(X ) be two distributions. Then, the support-based Precision and Recall (ᾱ, β̄) are related to the PR-Curve values
PRD(P, P̂) for λ = 0 and λ = ∞:

ᾱ = max
λ

αλ = α∞ and β̄ = max
λ

βλ = β0.
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PR-CURVE AND SUPPORT-BASED PRECISION AND RECALL
RELATION
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PR-CURVE AND SUPPORT-BASED PRECISION AND RECALL
RELATION
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PR-CURVE FOR GENERATIVE MODELS
IN PRACTICE
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PR-CURVE FOR GENERATIVE MODELS
IN NLP
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Figure. PR-Curve for distributions journal articles: AG News.
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ON THE PLATFORM

Metrics used to evaluate your models are:
▶ FID
▶ Precision (for finite support)
▶ Recall (for finite support)
▶ (Obviously) the visual inspection of the generated samples.
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TUNING PRECISION AND RECALL IN GENERATIVE MODELS

Tuning:
How can we tune a model to
a specific trade-off between

Precision and Recall?
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TUNING PRECISION AND RECALL IN GENERATIVE MODELS
TRUNCATION

Hard Truncation
Karras et al. [16]
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Soft Truncation
Kingma and Dhariwal [17]
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TUNING PRECISION AND RECALL IN GENERATIVE MODELS
HARD TRUNCATION

Figure. From left to right: ψ = 0.0, ψ = 0.3 ψ = 0.7 ψ = 1.0.
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Truncation Ã
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Figure. Source: [18]
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TUNING PRECISION AND RECALL IN GENERATIVE MODELS
SOFT TRUNCATION

(a) ψ = 0.04 (b) ψ = 0.5 (c) ψ = 1.0 (d) ψ = 2.0

Figure. Soft-Truncation on BigGAN. Source:[7].
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TUNING PRECISION AND RECALL IN GENERATIVE MODELS
TEMPERATURE SCALING

For a token distribution P̂(xl|x<l), temperature t > 0 rescales the probabilities:

P̂t(xl|x<l) =
P̂(xl|x<l)

1/t
∑

v∈V
P̂(v|x<l)

1/t
.
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Figure. Effect on the PR-Curve for different temperatures for Llama 3.1 on CodeContests. Source: Verine et al. [28].
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TEMPERATURE: DENSE VERSUS SPARSE TARGETS
A CONTROLLED ILLUSTRATION
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Qt(x) ∝ Q(x)1/t: increasing t flattens all probabilities, including those of unacceptable tokens.
Synthetic one-token example; exact PR coordinate β1/2 = 2

∑
x min{P(x)/2,Qt(x)}.
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A THEORETICAL LIMIT OF TEMPERATURE SCALING
SPARSITY MATTERS

A finite sequence model
Vocabulary size V, sequence length L, target P and model
Qt. Let Z bound the model’s within-context logit range.

For each fixed λ > 0,

αλ(P∥Qt) ≤
| supp(P)|

VL eZL/t,

βλ(P∥Qt) ≤
1
λ

| supp(P)|
VL eZL/t.
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In the multiplication experiment, recall can first rise, then
fall. At high temperature, probability leaks to unacceptable
sequences.

A statement about distributional PR coordinates, not the nearest-neighbour image metric. High temperature is not a guarantee of coverage.
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IF DECODING IS NOT ENOUGH, CHANGE THE LOSS
TRAINING AND INFERENCE ARE COMPLEMENTARY

0 0.05 0.10 0.15
0

0.5

1 Precision

Recall

c-Div : α = 1.4

Trunc-R: ∆ = 0.25

λ-PR: (λ, γ) = (0.1, 1e− 5)

NLL

▶ NLL plus temperature is only one
approach.

▶ c-Div and λ-PR change the learning
objective.

▶ Train toward coverage; use decoding
to control quality.

Here: controlled integer-multiplication
experiments.

Next: how the choice of divergence changes
generative training.
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Training
Changing the objective to shape precision and recall



TRAINING A GENERATIVE MODEL
IN GENERAL

Traditionally, the goal is to minimize a dissimilarity mea-
sure between the target distribution P and the learned
distribution P̂:

min
G

D(P, P̂G) (3)
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TRAINING A GENERATIVE MODEL
WITH f -DIVERGENCES

Traditionally, the goal is to minimize an f -divergence
between the target distribution P and the learned

distribution P̂:
min

G
Df (P∥P̂G) (3)

PR FOR GENERATIVE MODELS 43 / 94



f -DIVERGENCES
DEFINITION

Definition 2.1 (f -divergences)

For any two probability distributions P and P̂ in P(X ) such that P, P̂ ≪ µ. Let p and p̂ be the Radon-Nikodym densities of P and P̂
with respect to µ, respectively. Let f be any convex lower semi-continuous function f : [0,∞] →]−∞,+∞] such that f (1) = 0,
the f -divergence between P and P̂ is

Df (P∥P̂) =
∫

X
p̂(x)f

(
p(x)
p̂(x)

)
dµ(x). (4)
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DEFINITION

Definition 2.1 (f -divergences)

For any two probability distributions P and P̂ in P(X ) such that P, P̂ ≪ µ. Let p and p̂ be the Radon-Nikodym densities of P and P̂
with respect to µ, respectively. Let f be any convex lower semi-continuous function f : [0,∞] →]−∞,+∞] such that f (1) = 0,
the f -divergence between P and P̂ is

Df (P∥P̂) =
∫

X
p̂(x)f

(
p(x)
p̂(x)

)
dµ(x). (4)

Usual divergences are f -divergences:
▶ Kullback-Leibler (KL),
▶ Reverse Kullback-Leibler (rKL),
▶ Jensen-Shannon (JS),
▶ Total Variation (TV),
▶ α−divergences.
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ESTIMATING f -DIVERGENCES
DUAL VARIATIONAL FORM

f -divergences are hardly tractable in practice. However, they can be approximated by a dual approximation.
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f -divergences are hardly tractable in practice. However, they can be approximated by a dual approximation.
▶ f ∗(t) = supu∈R {tu − f (u)} be the Fenchel conjugate of f .
▶ T be the set of all measurable functions X → R.
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ESTIMATING f -DIVERGENCES
DUAL VARIATIONAL FORM

f -divergences are hardly tractable in practice. However, they can be approximated by a dual approximation.
▶ f ∗(t) = supu∈R {tu − f (u)} be the Fenchel conjugate of f .
▶ T be the set of all measurable functions X → R.

Theorem 2.2 (Dual variational form of an f -divergence- Nguyen et al. [19])

Let P, P̂ ∈ P(X ) two distributions such that P is absolutely continuous with respect to P̂ and f a suitable generator function. The
f -divergence between P and P̂ admits a dual variational form:

Df (P∥P̂) = sup
T∈T

(
Ex∼P [T(x)]− Ex∼P̂ [f

∗(T(x))]
)
. (5)

We use Topt ∈ T to denote the function that achieves the supremum.
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TRAINING A GENERATIVE MODEL WITH f -DIVERGENCES
USING THE DUAL VARIATIONAL FORM

By doing so, we can rewrite the optimization problem as:

min
G

max
T

Ex∼P [T(x)]− Ex∼P̂G
[f ∗(T(x))]

︸ ︷︷ ︸
Ddual

f ,T

(6)
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By doing so, we can rewrite the optimization problem as:

min
G

max
T

Ex∼P [T(x)]− Ex∼P̂G
[f ∗(T(x))]

︸ ︷︷ ︸
Ddual

f ,T

(6)

▶ The discriminator T is trained to estimate the divergence.
▶ The generator G is trained to minimize the divergence.
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TRAINING A GENERATIVE MODEL WITH f -DIVERGENCES
USING THE DUAL VARIATIONAL FORM

By doing so, we can rewrite the optimization problem as:

min
G

max
T

Ex∼P [log (D(x))]− Ex∼P̂G
[f ∗ (log(D(x)))] (6)

▶ The discriminator T is trained to estimate the divergence.
▶ The generator G is trained to minimize the divergence.

▶ With T(x) = log(D(x)) with D(x) ∈ [0, 1].
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TRAINING A GENERATIVE MODEL WITH f -DIVERGENCES
USING THE DUAL VARIATIONAL FORM

By doing so, we can rewrite the optimization problem as:

min
G

max
T

Ex∼P [log (D(x))] + Ex∼P̂G
[log (1 − D(x)))] (6)

▶ The discriminator T is trained to estimate the divergence.
▶ The generator G is trained to minimize the divergence.

▶ With T(x) = log(D(x)) with D(x) ∈ [0, 1].
▶ f ∗(t) = f ∗JS(t) = − log(1 − exp(t)) for the Jensen-Shannon divergence.

We recover the original GAN framework.
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TRAINING A GENERATIVE MODEL WITH f -DIVERGENCES
USING THE DUAL VARIATIONAL FORM

By doing so, we can rewrite the optimization problem as:

min
G

max
T

Ex∼P [T(x)]− Ex∼P̂G
[f ∗(T(x))]

︸ ︷︷ ︸
Ddual

f ,T

(6)

▶ The discriminator T is trained to estimate the divergence.
▶ The generator G is trained to minimize the divergence.

▶ Generative Adversarial Networks [12] for the Jensen-Shannon divergence.
▶ Extended to other f -divergences by Nowozin et al. [20].
▶ Extend to other generative models such as Normalizing Flows by Grover et al. [13].
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EFFECT OF THE f -DIVERGENCE ON THE LEARNED DISTRIBUTION

All f -divergences are not equal:

Df (P∥P̂) = Ex∼P̂

[
f
(

p(x)
p̂(x)

)]

0 1 2 3 4

u = p(x)/p̂(x)
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0
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f
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)

fKL

frKL

PR FOR GENERATIVE MODELS 47 / 94



EFFECT OF THE f -DIVERGENCE ON THE LEARNED DISTRIBUTION

All f -divergences are not equal:

Df (P∥P̂) = Ex∼P̂

[
f
(

p(x)
p̂(x)

)]

0 1 2 3 4

u = p(x)/p̂(x)

−1

0

1

2

3

4

f
(u

)

fKL

frKL

Penalizing high values of p(x)
p̂(x)

Penalizing low values of p(x)
p̂(x)

PR FOR GENERATIVE MODELS 47 / 94
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EXAMPLES OF f -DIVERGENCE MINIMIZATION
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EXAMPLES OF f -DIVERGENCE MINIMIZATION
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TUNING PRECISION AND RECALL IN GENERATIVE MODELS
CONTRIBUTIONS

Can we optimize a specific trade-off between Precision and Recall?
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TUNING PRECISION AND RECALL IN GENERATIVE MODELS
CONTRIBUTIONS

Can we optimize a specific trade-off between Precision and Recall?

▶ What is the relation between the Precision-Recall curve and f -divergences?
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PRECISION-RECALL DIVERGENCE
DEFINITION

Definition 2.3 (PR-Divergence generator function fλ)

Given a trade-off parameter λ ∈ [0,+∞], we define the generator function fλ : [0,+∞] →]−∞,+∞] given by

fλ(u) =

{
max(λu, 1)−max(λ, 1) for λ ∈ [0,+∞[,

1{u=0} for λ = +∞.
(7)
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PRECISION-RECALL DIVERGENCE
PROPERTIES

Proposition 2.4 (PR-Divergence)

For any distributions P, P̂ ∈ P(X ) such that P, P̂ ≪ µ, then for any λ ∈ [0,+∞] the PR-Divergence defined as

Dλ-PR(P∥P̂) =
∫

X
p̂(x)fλ

(
p(x)
p̂(x)

)
dµ(x) (8)

belongs to the class of f -divergences.
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PRECISION-RECALL DIVERGENCE
LINKING THE PR-DIVERGENCE TO THE PR-CURVE

Theorem 2.5 (PR-Curves as a function of Dλ-PR)

Given P, P̂ ∈ P(X ) such that P, P̂ ≪ µ and λ ∈ [0,+∞], the
PR-Curve ∂PRD is related to the PR-Divergence Dλ-PR(P∥P̂) as follows.

αλ(P∥P̂) = min(1, λ)−Dλ-PR(P∥P̂).

βλ(P∥P̂) = min(1, λ)−Dλ-PR(P̂∥P).

0 1
0

1

β

α

with λ = 0.2.

Dλ−PR(P‖P̂ )

Dλ−PR(P‖P̂ )
with λ = 1.

with λ = 5.

Dλ−PR(P‖P̂ )
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PRECISION-RECALL DIVERGENCE
LINKING THE PR-DIVERGENCE TO THE PR-CURVE

Theorem 2.5 (PR-Curves as a function of Dλ-PR)

Given P, P̂ ∈ P(X ) such that P, P̂ ≪ µ and λ ∈ [0,+∞], the
PR-Curve ∂PRD is related to the PR-Divergence Dλ-PR(P∥P̂) as follows.

αλ(P∥P̂) = min(1, λ)−Dλ-PR(P∥P̂).

βλ(P∥P̂) = min(1, λ)−Dλ-PR(P̂∥P).

A direct consequence of Theorem 2.5:

argmin
P̂∈P(X )

Dλ-PR(P∥P̂) = argmax
P̂∈P(X )

αλ(P∥P̂).
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EXPLAINING QUALITY/DIVERSITY
CONNECTION BETWEEN PR-DIVERGENCE AND f -DIVERGENCES

Theorem 2.6 (f -divergences as a weighted average of
PR-Divergences)

For any P, P̂ ∈ P(X ) supported on all X and any λ ∈ [0,+∞], then:

Df (P∥P̂) =
∫ ∞

0

1
λ3 f ′′

(
1
λ

)
Dλ-PR(P∥P̂)dλ,

0 1
0

1

β

α DKL(P‖P̂ )

DrKL(P‖P̂ )
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OPTIMIZING THE PR-DIVERGENCE
EXAMPLES
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OPTIMIZING THE PR-DIVERGENCE
EXAMPLES
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OPTIMIZING THE PR-DIVERGENCE WITH OUR APPROACH
IN PRACTICE

(a) λ = 0.1 (b) λ = 1 (c) λ = 10

(d) λ = 0.1 (e) λ = 1 (f) λ = 10

High Rec
all

High Precision
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OPTIMIZING THE PR-DIVERGENCE WITH OUR APPROACH
TRAINING GANS

Model CIFAR-10 32 × 32 CelebA 64 × 64
FID P R FID P R

Baseline Big-
GAN

13.37 86.51 65.66 9.16 78.41 51.42

λ = 0.05 13.29 81.10 70.63 - - -
λ = 0.1 11.62 81.78 74.58 - - -
λ = 0.2 13.36 84.85 65.13 8.79 83.37 44.07
λ = 0.5 14.50 83.27 68.23 6.03 77.60 55.98
λ = 1.0 14.03 83.04 69.35 13.07 81.70 36.85
λ = 2.0 16.94 84.93 59.79 14.23 82.98 32.87
λ = 5.0 32.54 83.39 56.94 22.45 83.96 25.81
λ = 10.0 39.69 84.11 39.29 - - -
λ = 20.0 67.03 90.03 21.81 - - -

When λ increases,

{
Precision ↑
Recall ↓

λ = 0.1 λ = 10
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OPTIMIZING THE PR-DIVERGENCE WITH OUR APPROACH
FINE-TUNING GANS

Model ImageNet 128 × 128 FFHQ 256 × 256
FID P R FID P R

Baseline BigGAN 9.83 28.04 41.21 41.41 65.57 10.17
Soft ψ = 0.7 11.39 23.04 31.13 56.43 76.59 4.87
Soft ψ = 0.5 15.49 20.20 19.83 82.05 84.48 1.58
Hard ψ = 2.0 9.69 25.83 39.89 43.32 68.84 8.66
Hard ψ = 1.0 12.12 21.86 35.42 56.19 76.44 4.76
Hard ψ = 0.5 15.21 21.13 29.55 71.32 80.99 4.84
λ = 0.2 9.92 26.69 42.04 35.66 78.70 9.45
λ = 0.5 10.82 26.83 42.38 35.24 78.41 9.66
λ = 1.0 20.42 29.72 28.21 35.91 78.95 8.32
λ = 2.0 20.21 30.27 30.49 36.33 81.10 8.69
λ = 5.0 20.76 30.87 28.38 38.16 84.31 8.52

When λ increases,

{
Precision ↑
Recall ↓

with better performances than truncation.
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IMPROVING PRECISION AND RECALL IN GENERATIVE MODELS

Improving:
How can we improve the
quality and diversity of a

pre-trained generative model?
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SAMPLING FROM A GENERATIVE MODEL
GENERAL SETTING

To sample a point from the learned distribution P̂:
▶ Sample z ∼ Q.
▶ Compute x = G(z).

0.0 0.2 0.4 0.6 0.8 1.0

x

p(
x

) P

P̂
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SAMPLING FROM A GENERATIVE MODEL
GENERAL SETTING

To sample a point from the learned distribution P̂:
▶ Sample z ∼ Q.
▶ Compute x = G(z).

P ̸= P̂
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SAMPLING FROM A GENERATIVE MODEL
GENERAL SETTING

To sample a point from the learned distribution P̂:
▶ Sample z ∼ Q.
▶ Compute x = G(z).

We have an estimation of p(x)
p̂(x) using ∇f ∗(T(x)).
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SAMPLING FROM A GENERATIVE MODEL
REJECTION SAMPLING

To sample a point from the refined distribution P̃:
▶ Sample z ∼ Q.
▶ Compute x = G(z).
▶ Accept x with probability a(x).

Using p(x)
p̂(x) in a(x) allows sampling from P.
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SAMPLING FROM A GENERATIVE MODEL
REJECTION SAMPLING

To sample a point from the refined distribution P̃:
▶ Sample z ∼ Q.
▶ Compute x = G(z).
▶ Accept x with probability a(x).

The acceptance rate is :

EP̂ [a(x)] .
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SAMPLING FROM A GENERATIVE MODEL
REJECTION SAMPLING

To sample a point from the refined distribution P̃:
▶ Sample z ∼ Q.
▶ Compute x = G(z).
▶ Accept x with probability a(x).

It defines a new distribution P̃.
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SAMPLING FROM A GENERATIVE MODEL
REJECTION SAMPLING IN HIGH DIMENSION
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BUDGETED REJECTION SAMPLING
TUNING THE ACCEPTANCE RATE

Definition 3.1 (Discriminator Rejection Sampling (DRS) - Azadi et al. [2])
Let γ ∈ R, the acceptance probability is:

aDRS(x) =
r(x)

r(x) (1 − eγ) + Meγ
.

If γ < 0, then the acceptance rate increases.
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TUNING THE ACCEPTANCE RATE

Definition 3.1 (Discriminator Rejection Sampling (DRS) - Azadi et al. [2])
Let γ ∈ R, the acceptance probability is:

aDRS(x) =
r(x)

r(x) (1 − eγ) + Meγ
.

If γ < 0, then the acceptance rate increases.
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OPTIMAL BUDGETED REJECTION SAMPLING
DEFINITION

Traditionally, the goal is:

min
G

Df (P∥P̂G)
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OPTIMAL BUDGETED REJECTION SAMPLING
DEFINITION

Traditionally, the goal is:

min
G

Df (P∥P̂G)

An acceptance function a(x) such that the acceptance
rate is greater than 1/K defines a refined distribution
P̃a in a convex set that contains P̂G.
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OPTIMAL BUDGETED REJECTION SAMPLING
DEFINITION

With a given P̂G, our goal is:

min
a

Df (P∥P̃a)

s.t.

{
EP̂ [a(x)] ≥ 1/K,
∀x ∈ X , 0 ≤ a(x) ≤ 1.

(9)
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OPTIMAL BUDGETED REJECTION SAMPLING
DEFINITION

Theorem 3.2 (Optimal Acceptance Function)

For a sampling budget K ≥ 1 and finite X , the solution is,

aOBRS(x) = min

(
p(x)
p̂(x)

cK

M
, 1
)
, (10)

where cK ≥ 1 is such that Ex∼p̂[aOBRS(x)] = 1/K.
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OPTIMAL BUDGETED REJECTION SAMPLING
DEFINITION

Theorem 3.2 (Optimal Acceptance Function)

For a sampling budget K ≥ 1 and finite X , the solution is,

aOBRS(x) = min

(
p(x)
p̂(x)

cK

M
, 1
)
, (10)

where cK ≥ 1 is such that Ex∼p̂[aOBRS(x)] = 1/K.
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IMPROVING PRECISION AND RECALL
EFFECT OF THE OBRS

Proposition 3.3 (Precision and Recall Improvement)

Let K ≤ M be the budget for the OBRS. For any (α, β) ∈ PRD(P, P̂) we have (α′, β) ∈ PRD(P, P̃aOBRS) with α′ = min {1,Kα}.
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IMPROVING PRECISION AND RECALL
EFFECT OF THE OBRS

Proposition 3.3 (Precision and Recall Improvement)

Let K ≤ M be the budget for the OBRS. For any (α, β) ∈ PRD(P, P̂) we have (α′, β) ∈ PRD(P, P̃aOBRS) with α′ = min {1,Kα}.
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IMPROVING PRECISION AND RECALL
EFFECT OF THE OBRS

Proposition 3.3 (Precision and Recall Improvement)

Let K ≤ M be the budget for the OBRS. For any (α, β) ∈ PRD(P, P̂) we have (α′, β) ∈ PRD(P, P̃aOBRS) with α′ = min {1,Kα}.
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IMPROVING PRECISION AND RECALL
EFFECT OF THE OBRS

Proposition 3.3 (Precision and Recall Improvement)

Let K ≤ M be the budget for the OBRS. For any (α, β) ∈ PRD(P, P̂) we have (α′, β) ∈ PRD(P, P̃aOBRS) with α′ = min {1,Kα}.

0.0 0.2 0.4 0.6 0.8 1.0

x

p(
x

) P

P̂

0.0 0.2 0.4 0.6 0.8 1.0

x

p(
x

)

Acceptance rate: 3.64.10−3 %

P

P̃aOBRS

0.0 0.2 0.4 0.6 0.8 1.0
0.0

0.2

0.4

0.6

0.8

1.0

β

α

PR FOR GENERATIVE MODELS 65 / 94

Vérine et al. · AISTATS 2024



IMPROVING PRECISION AND RECALL
IN PRACTICE
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0.25 1.57 78.48 86.73
0.50 1.58 78.23 86.05
0.75 1.77 77.94 86.54
1 1.97 77.91 86.62

Diffusion model

on CIFAR-10
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SAME DENOISER, DIFFERENT SAMPLING TRAJECTORIES
INFERENCE-TIME CONTROL IN DIFFUSION MODELS

EDM (CFG) ω = 0.2

Guidance (ours)

Renoise (ours)

Gamma (ours)
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Keep the denoiser weights fixed. Learn when to apply guidance, inject stochasticity or revisit an earlier noise level.
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LEARN THE SAMPLER INSTEAD OF ENLARGING THE MODEL
ANOTHER LEVER ON THE QUALITY–DIVERSITY TRADE-OFF

What is learned?
Current sample and noise level

↓
Sampling-control policy

↓
Next denoising step

The policy changes; the denoiser does not. This is
a diffusion example, not a GAN algorithm to
copy into A2.
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CIFAR-10: temperature of the learned renoising policy changes precision,
recall and the number of function evaluations (NFE).
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OTHER METHODS TO IMPROVE PRECISION AND RECALL
BOOSTING

Boosting Generative models:

Figure. Left: Samples from the dataset given high weights by the discriminator. Right: Samples from the dataset given low weights
by the discriminator. The next model will focus on the sample on the right. Source: Tolstikhin et al. [27]

▶ Tolstikhin et al. [27]
▶ Grover and Ermon [14]
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OTHER METHODS TO IMPROVE PRECISION AND RECALL
GRADIENT ASCENT

Using the discriminator as a classifier and perform a gradient descent:
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Figure. Source: Ansari et al. [1]

▶ Ansari et al. [1]
▶ Tanaka [26]
▶ Che et al. [9]
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OTHER METHODS TO IMPROVE PRECISION AND RECALL
GAUSSIAN MIXTURES

Training a Gaussian Mixture N (µk, σI) in the latent space:

(a) σ = 0.1 (b) σ = 1 (c) σ = 2 (d) Precision and Recall

Figure. Source: Ben-Yosef and Weinshall [4]

▶ Ben-Yosef and Weinshall [4]
▶ Pandeva and Schubert [21]
▶ Alternative idea: Use Expectation-Maximization Bishop [5]
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Assignment 2
Generating MNIST with a limited-capacity model



ASSIGNMENT 2: TRAIN A GAN ON MNIST
ONE BASELINE, A CLEAR RESEARCH QUESTION

1. Train the provided generator on MNIST.
2. Choose one or two motivated improvements.
3. Measure and explain their effect on quality and diversity.

The generator architecture is fixed.

You train its weights; you do not make it bigger.

Starter repository: DataLabAssignement2
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ARCHITECTURE REMINDER
A CONSTRAINT OF THE ASSIGNMENT

Do not change the generator architecture.

▶ Keep the provided layers, widths and latent/output dimensions.
▶ Train the weights; investigate preprocessing, objectives and sampling.
▶ A larger generator or a replacement CNN is outside the assignment.
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WHY IS THE GENERATOR ARCHITECTURE FIXED?
RESEARCH BEYOND A LARGER MODEL

▶ Architecture design is a valid research direction, especially for complex tasks.
▶ On MNIST, a large CNN can hide the questions we want to investigate.
▶ With limited capacity, can we use the data, training objective and sampling strategy more effectively?
▶ A shared architecture makes interventions easier to compare and interpret.

Fixed architecture ̸= frozen weights
Keep the provided generator structure and input/output dimensions. Train its parameters and study the surrounding
pipeline.
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THREE WORK PACKAGES, ONE RESEARCH PROJECT
A POSSIBLE DIVISION OF WORK FOR A GROUP OF THREE

Data
Selection, preprocessing,
augmentation.

What distribution does the model
learn?

Training
Losses, regularisation, optimisation.

How does the model use its
capacity?

Inference
Truncation, rejection, latent
refinement.

How do we sample from the
trained model?

Share a baseline, checkpoints, interfaces and evaluation protocol.

Compare each intervention separately, then useful combinations.

This is an option for working in parallel, not a requirement to implement three unrelated methods or to present three mini-projects.
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READING IDEAS: PREPROCESSING
SELECTING AND AUGMENTING THE TRAINING DATA

Paper / method Main idea to investigate

Instance Selection for GANs Select training examples; measure the effect on coverage.

DiffAugment Apply differentiable augmentations to real and generated images.

Adaptive Discriminator Augmentation (ADA) Adapt augmentation strength to discriminator overfitting.

Keep transformations meaningful for MNIST: a transformed image must still represent the intended digit.
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READING IDEAS: PREPROCESSING
OTHER WAYS TO CONSTRUCT THE DISCRIMINATOR INPUTS

Paper / method Main idea to investigate

Deceive D / Adaptive Pseudo Augmentation Adaptively mix generated images into the real-data distribution.

Diffusion-GAN Use diffusion-based noise augmentation during GAN training.

AmbientGAN Advanced: learn from noisy or incomplete measurements.

These methods also change the training protocol. AmbientGAN is an optional research extension using a declared measurement model, not a
change to the evaluation data.
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READING IDEAS: TRAINING
OBJECTIVES AND DIVERGENCES

Paper / method Main idea to investigate

LSGAN Replace cross-entropy with a least-squares objective.

f-GAN Choose the divergence used to train the generator.

Wasserstein GAN Use a Wasserstein critic with a Lipschitz constraint.

Improved WGAN / WGAN-GP Replace weight clipping with a gradient penalty.

PR-divergence Target a particular precision–recall trade-off.

If you choose WGAN or WGAN-GP, keep the textbook explanation short. Your experiments and interpretation are the main contribution.
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READING IDEAS: TRAINING
REGULARISATION AND DISCRIMINATOR GEOMETRY

Paper / method Main idea to investigate

Spectral Normalization for GANs Control discriminator layer norms.

DRAGAN: On Convergence and Stability of GANs Regularise gradients near real data.

Which Training Methods for GANs Converge? Investigate zero-centred penalties such as R1.

Consistency Regularization for GANs Make discriminator predictions consistent under augmentation.

Improved Consistency Regularization Study balanced and latent consistency regularisation.

Adapt the discriminator or its objective when the method requires it. The generator architecture remains fixed.
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READING IDEAS: TRAINING
OPTIMISATION AND ALTERNATIVE DISCRIMINATOR OBJECTIVES

Paper / method Main idea to investigate

TTUR Use different learning rates for generator and discriminator.

SAN: Slicing Adversarial Network Change the normalised discriminator layer and its objective.

The Relativistic Discriminator Compare real and generated samples relatively.

Unrolled GANs Differentiate through several discriminator updates.

Improved Techniques for Training GANs Investigate feature matching or one-sided label smoothing.

Compare at a stated compute budget. Unrolling, extra gradients and additional updates are not free.
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https://arxiv.org/abs/1807.00734
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READING IDEAS: INFERENCE
TRUNCATION AND SAMPLING CORRECTION

Paper / method Main idea to investigate

BigGAN / latent truncation Change the latent sampling distribution; measure lost coverage.

Discriminator Rejection Sampling Reject poor samples using the discriminator.

MH-GAN Wrap the generator in a Metropolis–Hastings chain.

Optimal Budgeted Rejection Sampling Optimise rejection subject to a sampling budget.

Keep the trained generator. Report acceptance rates, total generation time and the full evaluation batch.
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READING IDEAS: INFERENCE
LATENT REWEIGHTING AND SAMPLE REFINEMENT

Paper / method Main idea to investigate

Discriminator Driven Latent Sampling Use Langevin dynamics to refine latent variables.

Discriminator Gradient Flow Refine generated samples through discriminator gradients.

Discriminator Optimal Transport Use the discriminator to guide sample transport.

Latent Reweighting Learn latent weights for rejection or latent gradient ascent.

MaGNET Sample more uniformly on the learned manifold.

Manifold uniformity is not the same as semantic class balance. Check FID, precision, recall and computation cost.
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https://arxiv.org/abs/2003.06060
https://arxiv.org/abs/2012.00780
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A CLEAN EXPERIMENTAL PROTOCOL
WHAT CHANGED, AND WHY DID IT HELP?

1. Reproduce a baseline and record configuration, seed and checkpoint.
2. State a hypothesis and change one component at a time.
3. Keep the evaluation protocol and computational budgets comparable.
4. Run ablations; distinguish training cost from generation cost.
5. Show representative samples and metrics, including informative failures.
6. Interpret the trade-off: what improved, what degraded, and why?

If possible, repeat runs to distinguish an improvement from seed variability.
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REPOSITORY AND GENERATION CONTRACT
A PYTHON PROJECT THAT CAN BE RERUN

Keep the starter interface
generate.py loads your trained generator from
checkpoints/ and produces exactly 10 000 MNIST
images, 28 × 28, under samples/.

python generate.py --batch_size 256

▶ Document training and generation in the README.
▶ Declare dependencies in requirements.txt.
▶ Make the checkpoint available to the evaluation

script.

Python code should be clean and reproducible. Code quality itself is not graded; your results and claims must be verifiable.
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EVALUATION AND LESSONS FROM A1
A FOCUSED ANALYSIS AND A CLEAR PRESENTATION

Experiments and report
FID, precision, recall and visual inspection.

Explain what the measurements mean. The theoretical
PR curve and the finite-sample image estimator are
different objects.

Focus on your experiments and interpretation, not
generic GAN background.

Five minutes means five minutes
One method explained well beats a catalogue.

Use 16:9 slides, readable plots and properly typeset
equations.

Rehearse, adapt the slide count, speak loudly and
address the room.

AI tools are allowed. You must verify and defend the code, results and writing.
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A2 DELIVERABLES AND DATES
ALL TIMES: EUROPE/PARIS

Preliminary groups Final groups

Presentation Thursday 5 November Thursday 12 November

slides.pdf 4 November, 23:59 11 November, 23:59

For all groups, including preliminary groups:
▶ report.pdf: 11 November, 23:59.
▶ Final code changes: 12 November, 05:00.

Presentation: 5 minutes, alarm at 5 minutes, then questions/transition.

Report: 5 pages of content maximum plus a group cover page. Optional appendices are not read. Required filenames and
deadlines; penalties apply.

Course website: assignment links and updates

PR FOR GENERATIVE MODELS 87 / 94

https://www.lamsade.dauphine.fr/~averine/Datalab/


A2: PRELIMINARY OR FINAL PRESENTATION?
VOLUNTEERS FIRST, THEN RANDOM ALLOCATION

Would you like to present in preliminary on 5 November?
Tell me by the end of today, Thursday 22 October. Include your group name in the email.

alexandre.verine@dauphine.psl.eu

▶ On Saturday 31 October, the remaining presentation dates will be assigned randomly.
▶ Remaining students without a complete group will also be assigned then.
▶ Each group presents once: preliminary on 5 November or final on 12 November.
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A FEW TIPS FOR YOUR PRESENTATION
FOCUS ON YOUR CONTRIBUTION

▶ If you choose WGAN or Improved WGAN, do not spend too much time explaining the standard method. Focus on
your experiments.

▶ Choose one or two methods, no more.

▶ Reduce the number of slides: you have five minutes.

▶ Explain what changed, show the evidence, and interpret the results.
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ASSIGNMENT 2

Thanks !
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