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Abstract. Generalized Rapid Action Value Estimation (GRAVE) has
been shown to be a strong variant within the Monte-Carlo Tree Search
(MCTS) family of algorithms for General Game Playing (GGP). How-
ever, its reliance on storing additional win/visit statistics at each node
makes its use impractical in memory-constrained environments, thereby
limiting its applicability in practice. In this paper, we introduce the
GRAVE2, GRAVER and GRAVER2 algorithms, which extend GRAVE
through two-level search, node recycling, and a combination of both tech-
niques, respectively. We show that these enhancements enable a drastic
reduction in the number of stored nodes while matching the playing
strength of GRAVE.

Keywords: Monte-Carlo Tree Search · Memory constraints · General
Game Playing.

1 Introduction

Monte-Carlo Tree Search (MCTS) [7] is a family of asymmetric partial tree search
algorithms that have proven successful in a wide range of decision-making tasks,
even in domains where domain-specific knowledge is scarce or difficult to en-
code symbolically. These methods, however, are typically developed under the
implicit assumption that sufficient memory is available to store an ever-growing
asymmetric search tree. While this assumption is largely valid on most mod-
ern desktop and server-class hardware, it significantly limits the applicability of
MCTS-based agents on memory-constrained platforms such as microcontrollers
or smartphones.

This limitation is particularly pronounced for Generalized Rapid Action
Value Estimation (GRAVE) [6], which improves the playing strength of agents
based on MCTS in several games by augmenting each node with additional
win/visit statistics for the All-Moves As First (AMAF) selection policy [12].
These additional statistics introduce a constant-factor increase in node memory
usage, making GRAVE particularly sensitive to memory constraints. As a re-
sult, enabling GRAVE-level performance while drastically reducing the number
of stored nodes becomes a key challenge for deploying strong artificial agents in
environments where memory is a scarce resource.
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Beyond practical deployment concerns, this challenge also aligns naturally
with questions in cognitive modeling [23]. Best-first tree search algorithms have
been proposed as models of human forward planning and short-term memory [9],
yet it is unrealistic to assume that human decision makers can retain more
than a few dozen decision states simultaneously [3] [18]. From this perspective,
limiting the number of stored nodes is not merely an engineering constraint but a
desirable modeling property. Developing GRAVE-like algorithms that preserve
strong best-first behavior and playing strength while operating under a strict
bound on the number of nodes, therefore, contributes both to the design of
efficient agents and to the algorithmic modeling of high-level features of human
decision making in games. In this setting, nodes are treated as atomic units of
information rather than as byte-encoded data structures, shifting the focus from
raw memory usage to principled control over informational complexity.

To address this challenge, we introduce GRAVE2 and GRAVER (Generalized
Rapid Action Value Estimation with node Recycling), two variants of GRAVE
designed for low memory budgets while matching the playing strength of the
original algorithm. GRAVE2 extends GRAVE using a two-level search tree ap-
proach [5], while GRAVER incorporates a node recycling scheme [22]. We further
propose GRAVER2, which combines the two-level search of GRAVE2 with the
node recycling mechanism of GRAVER. To our knowledge, this is the first im-
plementation of an MCTS algorithm that integrates both node recycling and
two-level search within a single framework.

We evaluate these algorithms against GRAVE and corresponding UCT vari-
ants, comparing their relative playing strength under strict memory constraints.
In particular, we measure the number of stored nodes required to reach equal
playing strength, the number of playouts performed, and the empirically mea-
sured memory footprint of our implementation. The results provide insight into
the trade-offs between memory usage and performance, and open new perspec-
tives for the development of memory-bounded MCTS methods.

2 Related work

MCTS algorithms typically differ in their selection and playout policies. The
standard selection policy, UCT, balances exploration of the search tree with
exploitation of nodes with high estimated value using the Upper Confidence
Bound (UCB) formula:

argmax
n

(
R(n)

V (n)
+ C

√
log V (N)

V (n)
(1)

where n is a node, N its parent, V and R denote the number of visits and the
mean sampled reward of a node, respectively, and C is the exploration parameter.
Low values of C favor exploitation, while high values encourage exploration. The
value C =

√
2
2 is known to provide good results when sampled rewards lie in the

range [0, 1] [13], and is used throughout this paper.
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GRAVE [6] is a generalization of the Rapid Action Value Estimation (RAVE)
[11] algorithm. It relies on the All-Moves As First (AMAF) heuristic [4, 12] as
part of its selection policy, and linearly interpolates between the exploitation of
the mean sampled reward of a node n and the AMAF value of a move m stored
in a reference node ref higher up the tree. The interpolation is controlled by a
parameter βn,m defined as:

βn,m =
AMAFref,m

AMAFref,m + V (n) + (bias×AMAFref,m × V (n))
(2)

We then select the most promising child node using the formula:

argmax
n

((1− βn)×
R(n)

V (n)
+ βn ×AMAFref,m) (3)

The bias parameter controls the extent to which AMAF heuristics are favored
over direct exploitation of node values, while a reference threshold specifies the
minimum number of visits required for a nodes AMAF statistics to be reused
deeper in the search.

GRAVE has been shown to outperform traditional UCT and RAVE in a
number of games with permutable moves, benefiting from the additional infor-
mation provided by AMAF heuristics. In domains where strong heuristics are not
available, such as General Game Playing (GGP), it often constitutes a stronger
alternative to other MCTS algorithms [14,15,21,24].

Like most MCTS variants, GRAVE requires storing the explored search tree
in memory to maintain value estimates for each node. This paper focuses on
two complementary approaches for reducing the size of the stored tree while
minimizing the impact on playing strength.

Two-level search algorithms offer one such approach, effectively squaring the
number of playouts performed while increasing the number of stored nodes by
only a constant factor of two. Similar techniques have been successfully applied
to Proof-Number (PN) Search, where they are known as PN2 [2, 5].

These algorithms operate by performing a standard search from the root
node (top-level search), but replace the usual leaf expansion step with a second
search initiated from the newly expanded leaf node (second-level search). The
second-level search tree is then discarded, and the root of this secondary search
is added as a leaf to the top-level tree, with the collected values propagated
upward, typically in a batch. This approach allows the algorithm to gather more
accurate estimates before backpropagation, while enabling the reuse of a large
fraction of the available node budget.

While two-level search algorithms typically split the node budget evenly
between the two levels, they can be generalized by introducing a parameter
λ ∈ [0, 1] that determines the fraction of the node budget allocated to the second-
level search tree. Let Nsec = N ∗ λ and Ntop = N −Nsec denote the number of
nodes assigned to the second- and top-level trees, respectively. A two-level search
with total node budget N and parameter λ will therefore perform (λ− λ2) ∗N2
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iterations in practice, compared to only N iterations for a single-level search
using the same node budget.

Orthogonal to two-level approaches, node recycling was first introduced for
Information Set MCTS (ISMCTS) [8,22]. The core idea is to reuse the memory
of nodes that have been least recently accessed in order to allow continued ex-
pansion under a fixed memory budget. Such nodes are considered less relevant
to the current search, as MCTS algorithms inherently revisit promising nodes
more frequently.

In this approach, a fixed pool of N nodes is allocated, initially containing
empty entries. While empty entries remain, newly expanded nodes are added to
the pool in the same manner as in standard MCTS. Once the pool is full, the
least recently used node is recycled and replaced by the newly expanded node.
Throughout this paper, we note P the number of playouts performed.

To efficiently identify the least recently accessed node, a Least Recently Used
(LRU) cache is maintained during the search. When a node is visited during the
selection phase, it is temporarily removed from the LRU and reinserted during
backpropagation, in the reverse order of removal. This maintains the crucial
invariant that only leaf nodes can appear at the front of the LRU, ensuring that
internal nodes are never recycled, which would otherwise render their children
unreachable.

3 Methods

Fig. 1: Relationships between GRAVE, GRAVE2, GRAVER and GRAVER2. N
indicates the total number of nodes stored, P the total number of playouts
performed, and Nsec the nodes stored in the second-level tree.

We introduce two variants of the GRAVE algorithm focusing on memory-
constrained environments, respectively incorporating two-level search (GRAVE2)
and node recycling (GRAVER). These variants are finally combined into GRAVER2,
which can utilize node recycling in both the top and second-level trees to further
increase the efficient usage of the fixed memory budget.
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These variants can be seen as generalizations of one another (Figure 1),
providing more parameters to fine tune the playing strength and memory usage
of the original GRAVE algorithm.

3.1 GRAVE2

GRAVE2 is a two-level adaptation of the GRAVE algorithm that performs a
second-level search when expanding leaf nodes.

Two-level search algorithms typically isolate the top-level and second-level
search trees, propagating only the values of the second-level root back to the top-
level tree. In the case of GRAVE, however, AMAF values stored in the top-level
tree can be reused within the second-level search. We refer to this mechanism as
forward sharing (see Figure 2). Forward sharing enables the second-level search
to exploit information gathered from previous second-level searches to guide
exploration earlier, even though the corresponding trees have been discarded.
This property makes GRAVE2 particularly well suited to preserving playing
strength while further reducing the algorithms memory footprint.

Fig. 2: Forward node sharing in GRAVE2. The selection path in the top-level
tree is fixed while the second-level search is running, and the latter may use
AMAF values aggregated in the top-level tree to guide its exploration as long as
the second-level root has fewer visits than the parameterized reference threshold.
Values obtained from playouts in the second-level tree are backpropagated to the
top-level tree after each iteration, rather than in a single batch once the second-
level search terminates. If a child of the currently referenced node exceeds the
reference threshold, it becomes the new referenced node.

Performing a second-level search before backing up AMAF values produces
more reliable estimates, thereby reducing the amount of noise propagated up
the tree when expanding a top-level node. By adjusting the λ parameter, we
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can control the trade-off between permanently stored information, holding cru-
cial AMAF statistics for the second-level search, and the quality of information
obtained for newly expanded nodes.

In time-bounded scenarios, which represent the most common use case for
game-playing agents, two-level search introduces a drawback by limiting the
anytime behavior of MCTS algorithms. The search can now only terminate every
λ×N playouts rather than after each individual playout. To mitigate this issue
and avoid spending computation on unpromising nodes, an early termination
mechanism can be employed. A related idea was applied in the PNš algorithm,
where the second-level search is halted when the proof number of the second-level
root exceeds twice its disproof number [25].

3.2 GRAVER

The data structure introduced for node recyclingbased on a left-child right-
sibling representation of the tree combined with an intrusive first-in first-out
LRU cachecan be directly applied to the GRAVE algorithm. We refer to the
resulting method as GRAVER (GRAVE with node Recycling) throughout the
remainder of this paper.

The main difference with UCT lies in the fact that leaf nodes in GRAVE may
contain substantial information in the form of AMAF statistics accumulated
from previous playouts, which could prove useful later in the search. Recycling
such nodes may therefore have a negative impact on the playing strength of
GRAVER. On the other hand, GRAVEs selection policy can assign meaningful
values to unexpanded or recycled nodes through AMAF heuristics. While UCT
conventionally assigns a value UCB(n) = ∞ to unexpanded nodes, ensuring
they are always selected for expansion, GRAVE instead relies solely on stored
AMAF values for such nodes, since a visit count of zero forces βm = 1. This
behavior helps prevent pathological cycles in which the algorithm repeatedly
expands and recycles the same nodes.

3.3 GRAVER2

Node recycling and two-level search are orthogonal methods, enabling the use of
both of them simultaneously. We dub the resulting algorithm GRAVER2. Re-
cycling nodes within the top-level tree further improves memory efficiency at
the cost of potentially discarding additional information when leaf nodes are
recycled. In the second-level search, additional playouts can improve the qual-
ity of value estimates while maintaining a fixed node budget. Empirically, node
recycling schemes exhibit a plateau in playing strength as the ratio between per-
formed playouts and stored nodes increases. This allows maximizing the playing
strength of the algorithm while bounding both memory usage and the number
of playouts in the second-level search.

We use the notation Ptop (resp. Psec) to denote the number of playouts
performed in the top-level (resp. second-level) tree. The total number of playouts
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is now decorrelated from the number of nodes stored and the λ parameter, with
P = Ptop × Psec.

4 Experimental results

We evaluate the relative playing strength of the proposed algorithms on the
game of Go using a 9× 9 board. The GRAVE algorithm was first tuned against
a UCT baseline with an exploration constant of 0.7 to determine suitable values
for the bias and reference threshold parameters for Go 9× 9. These parameters
were fixed to 10−2 and 25, respectively, for all subsequent experiments.

All playouts are guided by the Move Average Sampling Technique (MAST)
[10] using an ϵ-greedy sampling strategy with ϵ = 0.4. MAST statistics are
decayed by a factor of 0.2 between successive turns within the same game.

All algorithms are evaluated against a baseline GRAVE implementation with
P = N = 10,000. Each data point is computed from 500 games. Win rates are
reported together with confidence intervals calculated using the Agresti–Coull
method [1].

4.1 Two-level search

Fig. 3: Winrates of GRAVE2 with and without forward sharing and UCTš against
GRAVE with P = N = 10, 000. The dotted lines indicate the 95% confidence
interval of the winrate of GRAVE against itself, representing the region in
which compared algorithms can be considered to have playing strength equal
to GRAVE.

We first evaluate the performance of GRAVE2 relative to GRAVE. The rel-
ative win rates for λ = 0.5 are reported as a function of the number of nodes
stored by the two-level search algorithms in Figure 3.



8 A. Rautureau et al.

Nodes
λ

0.2 0.4 0.5 0.6 0.8

160 31.7% 33.7% 40.0% 31.4% 26%

200 41.1% 48.4% 46.6% 47.2% 33.8%

240 51.8% 55.6% 54.2% 52.2% 39.2%

280 51.2% 57.7% 58.9% 52.4% 43%

320 59.3% 62.7% 60.3% 61.5% 48.6%

360 63.5% 64.5% 66.7% 63.7% 53.2%

400 62.5% 69.4% 66.5% 63.9% 58.4%

440 67.5% 65.3% 68.1% 66.7% 59.6%

Table 1: Winrate of GRAVE2 with forward sharing for varying node pool sizes
and λ values against GRAVE running for P = 10, 000. Confidence intervals are
omitted for clarity, and lie in the range [4.0%, 4.4%].

GRAVE2 without forward sharing achieves playing strength comparable to
GRAVE starting from a total node pool size of 240 (Ntop = Nsec = 120, cor-
responding to P = 14,400). Forward sharing does not yield a statistically sig-
nificant improvement in overall playing strength. However, its effect is sufficient
that we cannot reject the hypothesis of equal playing strength with only 200
nodes when forward sharing is enabled (Ntop = Nsec = 100, corresponding to
P = 10,000). In the remainder of this paper, any reference to GRAVE2 assumes
that forward sharing is enabled.

For comparison, UCT2 requires more than 440 nodes to reach a similar
level of playing strength, performing more than four times as many playouts
(P ≥ 48,400). It is important to note, however, that storing AMAF statistics in
each node results in a substantially larger memory footprint for GRAVE-based
methods. In Go 9×9, each GRAVE node can store up to 82 AMAF entries (one
per intersection plus the pass move), corresponding in our implementation to an
additional 82× 8 = 656 bytes per node compared to UCT.

Finally, we assess the impact of the λ parameter, which controls the frac-
tion of the node pool allocated to the second-level search, by varying λ over
the range [0.2, 0.8] for 160 ≤ N ≤ 440. The results reported in Table ?? con-
firm that λ = 0.5 yields the best overall performance. Reducing Ntop (λ > 0.5)
generally degrades performance, while reducing Nsec (λ < 0.5) does not pro-
duce statistically significant improvements and increases the number of playouts
performed.

4.2 Node recycling

Node recycling is less effective at reducing the memory footprint of the search
tree while maintaining equivalent playing strength. GRAVER matches the per-
formance of GRAVE only from approximately N ≈ 1,536, with both algorithms
running for 10,000 playouts.
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Fig. 4: Winrates of GRAVER and UCT with node recycling against GRAVE with
P = 10, 000. The node pool size used is presented on a logarithmic scale. The
red dashed line indicates the threshold N = 10, 000, beyond which all expanded
nodes can be stored and node recycling no longer takes effect.

However, node recycling schemes preserve the anytime property of the MCTS
algorithm, which may be crucial in certain scenarios. Detailed comparative win
rate results are shown in Figure 4.

4.3 Node recycling in two-level search

We evaluate the performance of combining node recycling with two-level search
through two separate experiments. In both cases, we set λ = 0.5 and vary the
number of additional playouts as a ratio of the node pool size. A ratio of 1.0
corresponds to the setting without node recycling.

Fig. 5: Winrate of GRAVER2 against GRAVE (P = 10, 000), varying the ratio
of playouts to stored nodes in the top-level tree (Left) and second-level tree
(Right).
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We first compare GRAVE and GRAVER2 when node recycling is applied
only to the top-level tree (right panel of Figure 5). Our first observation is that
combining two-level search with node recycling improves playing strength under
memory constraints. In particular, we are able to reduce the node pool size to
160 nodes while maintaining performance comparable to baseline GRAVE.

This threshold is noteworthy because it prevents the tree from expanding all
legal moves at the root while still reaching depth ≥ 1. This indicates that the
algorithm effectively prunes less promising branches in order to concentrate its
limited memory budget on more relevant parts of the search space.

We then examine the effect of applying node recycling within the second-level
tree (right panel of Figure 5). The impact on playing strength is not statistically
significant, except at very small node pool sizes (N ≤ 160).

Fig. 6: Winrate of GRAVER2 against GRAVE (P = 10, 000), varying the ratio
of playouts to stored nodes in both the top and second-level trees. The values
are given with a confidence interval of ±4.2.

Finally, we evaluate the performance of GRAVER2 by varying the ratio of
playouts to stored nodes in both the top- and the second-level trees (Figure 6).
Increasing Psec appears to be less effective than increasing Ptop, and may even
degrade playing strength for larger values of N .
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One possible explanation is that results backpropagated from simulations
guide by MAST exhibit high variance, which can negatively affect estimate qual-
ity as the number of playouts increases. In this setting, the top-level tree may
not accumulate sufficient information to compensate for the loss of finer-grained
statistics in the second-level tree, leading to reduced overall performance.

5 Conclusion

We presented two orthogonal approaches to reduce the memory usage of GRAVE
while maintaining playing strength in Go 9 × 9. Two-level search (GRAVE2)
achieves the largest reduction, reaching equivalent performance with as little as
2% of the original node count. Node recycling (GRAVER) also reduces the node
pool size, though more moderately (approximately 15.36%), while preserving the
anytime property of MCTS.

Combining both approaches (GRAVER2) yields an even greater reduction in
stored nodes, achieving the performance of GRAVE with N = 160, Ptop = 160
and Psec = 80, corresponding to 12, 800 total playouts. This configuration re-
duces memory usage to approximately 1.6% while maintaining equivalent playing
strength. Applying node recycling within the second-level tree does not produce
a statistically significant improvement beyond these results.

Within the scope of our experiments, we also observe that a sharing factor of
λ = 0.5 in two-level search provides the best overall performance. Deviating from
this value either reduces playing strength or increases the number of playouts
without yielding meaningful strength gains.

5.1 Future work

Although this work substantially reduces the memory usage of GRAVE and in-
troduces several tunable parameters, further reductions may be possible through
the integration of stronger heuristics and heuristic-based pruning strategies [19].
Such approaches could shift the balance toward search-light or partially search-
less methods [16,17], while retaining search as a component of decision making.

Further experiments should extend the evaluation to a wider range of games
(e.g. on Ludii [20]) and explore additional configurations of playout budgets,
node pool sizes, and GRAVE parameters. An open question is whether the com-
bination of two-level search and node recycling yields comparable or greater
improvements in other MCTS variants, such as HRAVE [24] or ISMCTS [8].

References

1. Agresti, A., Coull, B.A.: Approximate is better than exact for interval estimation
of binomial proportions. The American Statistician 52(2), 119–126 (1998)

2. Allis, L.: Searching for Solutions in Games and Artificial Intelligence (1994)
3. Atkinson, R.C., Shiffrin, R.M.: Human Memory: A Proposed System and its Con-

trol Processes. In: Psychology of Learning and Motivation, Psychology of Learning
and Motivation, vol. 2, pp. 89–195. Elsevier (1968)



12 A. Rautureau et al.

4. Bouzy, B., Helmstetter, B.: Monte-carlo go developments. In: Advances in Com-
puter Games, Many Games, Many Challenges, 10th International Conference, ACG
2003, Graz, Austria. IFIP, vol. 263, pp. 159–174. Kluwer (2003)

5. Breuker, D.: Memory versus search in games. Ph.D. thesis (1998)
6. Cazenave, T.: Generalized rapid action value estimation. In: Proceedings of the

Twenty-Fourth International Joint Conference on Artificial Intelligence, IJCAI
2015. pp. 754–760 (2015)

7. Coulom, R.: Efficient Selectivity and Backup Operators in Monte-Carlo Tree
Search. In: Computers and Games, 5th International Conference, CG 2006. Lecture
Notes in Computer Science, vol. 4630, pp. 72–83. Springer (2006)

8. Cowling, P.I., Powley, E.J., Whitehouse, D.: Information Set Monte Carlo Tree
Search. IEEE Trans. Comput. Intell. AI Games 4(2), 120–143 (2012)

9. De Groot, A.D.: Thought and Choice in Chess. Noord-Holl. Uitg. (1946)
10. Finnsson, H., Björnsson, Y.: Learning Simulation Control in General Game-Playing

Agents. In: Proceedings of the Twenty-Fourth AAAI Conference on Artificial In-
telligence, AAAI 2010, USA, July 11-15, 2010. pp. 954–959. AAAI Press (2010)

11. Gelly, S., Silver, D.: Monte-Carlo tree search and rapid action value estimation in
computer Go. Artif. Intell. 175(11), 1856–1875 (2011)

12. Helmbold, D.P., Parker-Wood, A.: All-Moves-As-First Heuristics in Monte-Carlo
Go. In: Proceedings of the 2009 International Conference on Artificial Intelligence,
ICAI 2009, July 13-16, 2009, 2 Volumes. pp. 605–610. CSREA Press (2009)

13. Kocsis, L., Szepesvári, C.: Bandit Based Monte-Carlo Planning. In: Machine Learn-
ing: ECML 2006, 17th European Conference on Machine Learning, 2006, Proceed-
ings. Lecture Notes in Computer Science, vol. 4212, pp. 282–293. Springer (2006)

14. Koriche, F., Lagrue, S., Piette, É., Tabary, S.: Constraint-based symmetry detec-
tion in general game playing. In: Proceedings of the Twenty-Sixth International
Joint Conference on Artificial Intelligence, IJCAI-17. pp. 280–287 (2017)

15. Koriche, F., Lagrue, S., Piette, É., Tabary, S.: Woodstock : Un programme-joueur
générique dirigé par les contraintes stochastiques. Revue D’Intelligence Artificielle
(RIA) 31(3), 307–336 (2017)

16. Mandziuk, J.: Towards Cognitively Plausible Game Playing Systems. IEEE Com-
put. Intell. Mag. 6(2), 38–51 (2011)

17. McIlroy-Young, R., Sen, S., Kleinberg, J.M., Anderson, A.: Aligning Superhuman
AI with Human Behavior: Chess as a Model System. In: KDD ’20: The 26th ACM
SIGKDD Conference on Knowledge Discovery and Data Mining, Virtual Event,
2020. pp. 1677–1687. ACM (2020)

18. Miller, G.A.: The magical number seven, plus or minus two: Some limits on our
capacity for processing information. Psychological Review 63(2), 81–97 (1956)

19. Moriarty, D.E., Miikkulainen, R.: Evolving Neural Networks to Focus Minimax
Search. In: Proceedings of the 12th National Conference on Artificial Intelligence,
Volume 2. pp. 1371–1377. AAAI Press / The MIT Press (1994)

20. Piette, É., Soemers, D.J.N.J., Stephenson, M., Sironi, C.F., Winands, M.H.M.,
Browne, C.: Ludii – the ludemic general game system. In: ECAI 2020. Frontiers in
Artificial Intelligence and Applications, vol. 325, pp. 411–418 (2020)

21. Piette, É.: Une Nouvelle Approche Au General Game Playing Dirigée Par Les
Contraintes. Ph.D. thesis, Artois University, Arras, France (2016)

22. Powley, E.J., Cowling, P.I., Whitehouse, D.: Memory Bounded Monte Carlo Tree
Search. In: Proceedings of the Thirteenth AAAI Conference on Artificial Intelli-
gence and Interactive Digital Entertainment. pp. 94–100. AAAI Press (2017)

23. Rautureau, A., Éric Piette: Cogniplay: a work-in-progress human-like model for
general game playing (2025), https://arxiv.org/abs/2507.05868

https://arxiv.org/abs/2507.05868


GRAVE in Memory-Constrained Environments 13

24. Sironi, C.F., Winands, M.H.M.: Comparison of rapid action value estimation vari-
ants for general game playing. In: IEEE Conference on Computational Intelligence
and Games, CIG 2016. pp. 1–8. IEEE (2016)

25. Winands, M., Uiterwijk, J.: PN, PN2 and PN* in lines of action. In: The CMG
Sixth Computer Olympiad Computer-Games Workshop Proceedings. Technical
Reports in Computer Science CS 01-04, Universiteit Maastricht (2001)


	Generalized Rapid Action Value Estimation in Memory-Constrained Environments

